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Executive summary

The present deliverable D3.2 reports on the results of the research conducted in Phase 2 within
the following tasks:

� Task T3.1 - Models of execution mechanisms and composition strategies, dynamic archi-
tectures, Subtask T3.1b on global service properties

� Task T3.2 - Mechanisms to support self-healing behaviour, T3.2b on more open Internet
environments.

The goal of this work is to de�ne the basis for developing a setof modules that will support the
prototype in WP4 (D4.5) by providing the extended executionmechanisms and composition
strategies needed to perform diagnosis/repair. The reportfocuses in particular on describing
the advanced multilevel monitoring support developed within WS-Diamond in Phase 2, on
the speci�cation of the complete self-healing interface tosupport self-healing execution and
coordination, and class-level mechanisms to support QoS faults management.
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1 Introduction

As described in Report D3.1, failures during Web service execution may depend on a wide va-
riety of causes. In D3.1, developed in Phase 1 of the project,we de�ned the basic self-healing
architecture for web services in WS-Diamond, we de�ned the proposed alternative repair ac-
tions, and monitoring aspects, focusing in particular on events related temporal and conformance
aspects.

In deliverable D1.1, we described the approach in the project related to Web service faults,
discussing the levels of faults (infrastructural & middleware, Web service, and Web application
levels), and their dependencies. In order to add self-healing capabilities to Web service envi-
ronments, possible recovery actions at theWeb serviceandWeb applicationlevels have been
illustrated and discussed, exempli�ed with respect to running examples involving coordinated
Web Services. The prototype developed in Phase 1 integratedresearch results from WP3, about
repair actions execution and event monitoring, and WP4, as for distributed diagnosis of faults
and algorithms for deriving repair plans.

In this report, we refer to a set of relaxation of assumptionsthat allow the research to provide
the speci�cation of execution mechanisms for self-healingWeb Services.

The relaxation of assumptions regards the composition, thearchitecture, and the diagnosis
and repair phases.

Regarding composition, achoreographymodel is introduced, to represent a set of au-
tonomous interacting services. Such model allows monitoring the sequences of messages ex-
changed by interacting services.

To support self-healing execution, self-healing mechanisms are added also toblack box ser-
vicesand the mechanisms are moved towards anopen worldenvironment through a generaliza-
tion of the concept of self-healing interface introduced inthe �rst prototype, where web services
are becoming managed resources in the system.

Finally, research is considering also class level repair ofQoS faults, specifying how class-
level repair can be supported by WS-Diamond in this case and discussing the integration with
instance-level functional repair.

1.1 Reference scenario

The general reference scenario for the WS-Diamond project is introduced in Figure 1. It consists
of two main self-healing loops. In the inner loop, self-healing is performed on a single instance
of a running process, while the external loops deals with faults occurring on multiple instances of
the process or service, considering in particular faults related to Quality of Service (QoS). Both
loops are based on a logging and monitoring infrastructure,which captures relevant information
for the analysis of the problems. The decision mechanisms tohandle the faults or identi�ed
problems such as a low quality of service or unexpected events are based on diagnosis to identify
the cause of problems (faults) and planning to generate a recovery plan for the running process.
The Execution support module provides a set of repair actions which can act either on a single
running service or process, or on a class of services (class-level repair).

In Phase 1, a basic logging mechanisms has been developed to support diagnosis in WP3,
diagnosis and recovery planning algorithms have been developed in WP4. The focus of WP3 has
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Figure 1: General WS-Diamond scenario

been on supporting the execution of repair actions, generating fault messages, and coordinating
repair actions through a basic self-healing interface to perform self-healing on a single running
process.

In Phase 2, the monitoring mechanism has been extended to consider a more general class of
interacting processes, providing a multiple level infrastructure for monitoring and logging which
is the basis for event-based diagnosis in WP4. As discussed in Section 1.2, the concept of self-
healing interface has been extended to provide a distributed support to self-healing, handling the
web services as resources and using re�ective mechanisms todetermine their status. Finally, in
Phase 2, the support for QoS faults at class-level has been developed, as introduced in Section
1.3.

In the present report, examples are drawn from the FoodShop case study which is the basis
for the project demonstrations. The general FoodShop case study is described in [D1.1, 2006],
and a detailed description has been provided in the SoftwareDeliverables document which
presents the prototypes developed in Phase 1 of the project.The basic example has been revised
and extended as shown in the text to illustrate some speci�c characteristics of the presented
models and Phase 2 extensions.

1.2 From orchestration to choreography

In Phase 2, the project has aimed at providing self-healing functionalities in a more general
context of execution. While in Phase 1 the focus has been on providing self-healing on an
orchestrated process, in Phase 2 the more general concept ofinteracting web services has been
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considered, where services may also not support directly a self-healing approach.
This approach has resulted in two main modules, being studied and developed in the project:

a) an extended monitoring functionality, based on the concept of coordinating services through
a choreography; b) an advanced self-healing interface, which allows dealing with services as
managed resources in a distributed system, where web services are enhanced with the possibility
of exchanging messages about their status and their controloptions.

Even if various efforts have been recently done in orchestration and choreography to en-
courage the adoption of Web Services, choreography still remains of limited use, due to its
complexity in managing certain application coordination aspects.

Especially under the open world assumption, which is considered in this phase of WS-
DIAMOND, choreographed services present some challengingissues. In fact, if we consider
public available Web service registries, as UDDI, it is dif�cult to compose Web Services because
they have a description which does not always correspond exactly to the currently provided Web
service, due to new versions or modi�cations of functionality of the Web Services.

Up to now, in the project, composite Web Services have been obtained via a cooperation
of multiple Web Service suppliers. The orchestration speci�es activities to be performed by
cooperating Web Services in a work�ow, run by an orchestrating Web Service (the Shop service
in the test case). Such orchestrator invokes the cooperating Web Services and coordinates their
activities. Regarding error detection, the hypothesis of orchestrated services is advantageous
in that it allows reasoning about faults. This is feasible because the orchestrating Web Service
knows the work�ow of the composite application and can inquiry the services about their states.

Conversely, a disadvantage of the orchestration approach,is that the orchestrator is the cen-
tral point of invocation of all the cooperating Web Service suppliers and knows their interaction
protocol, which is strictly coupled with all the service suppliers. Moreover, the orchestrator is a
bottleneck in the execution of the application, since data items all �ow through it.

When moving from orchestration to choreography, strictly coupling assumptions have to
be relaxed even in Enterprise Application Integration, when the cooperating Web Services are
administered by different organizations. In fact, a detailed work�ow speci�cation is transformed
to a set of simpler interactions between subsets of Web Services. Moreover, simpler interactions
have to be coordinated with each other in order to complete the composite service.

With choreography, complex services are obtained through cooperation of multiple Web Ser-
vice suppliers, where the choreography speci�es admissible message exchanges among cooper-
ating Web Services. The process as a whole is regarded mainlyas a multi-party conversation.
In particular, no one of the cooperating Web Services views the whole interaction graph. Ad-
ditionally, local cooperations between Web Service suppliers are carried out in an independent
way.

The speci�cation of a choreography can occur under the hypothesis of federated chore-
ographies. These are being proposed in order to split the choreography into strongly coupled
portions. Possibly, smaller units of choreographies specify the interaction among subsets of the
cooperating Web Services.

Running choreographed services is based on the coordination of the federated choreogra-
phies. No Web Service involved in the cooperation has a view of the whole interaction graph:
hence, only local inferences can be possibly performed to decided how to react in case of faults.

SIXTH FRAMEWORK PROGRAMME 7



1 Introduction IST-516933: WS-DIAMOND

Moreover, the reactions may be very delayed.
In WS-DIAMOND, WP3 is proposing to base monitoring on choreography, with the goal of

achieving earlier fault detection. This aspect will be presented in this report in Section 2
The self-healing interface developed in Phase 1 provides basic functionalities to notify fail-

ures in the process, and to coordinate the interaction amongthe process executor (an enhanced
BPEL engine, SH-BEL, providing repair actions developed inthe project), and the diagnosis
and planning modules. In Phase 2, this concept has been generalized, and it is offered both for
orchestrated services and for normal web services. The state of the service and the applicable
control operations, are accessible through a distributed service management mechanisms based
on WSDM, as detailed later in this report. The self-healing interface allows managing the lifecy-
cle of services, and controlling the possibility of executing operations. It also allows decoupling
process and service execution from their management functionalities, thus allowing accessing
information about services also when they might be not available, thus improving self-healing
diagnosis and planning by providing additional information.

1.3 QoS and time constraints

In WP3, we are studying and developing an architecture and some methods and solutions for
creation and management of self-healing Web Services, ableto detect anomalous situations,
which may manifest as the inability to provide a service or toful�ll Quality of Service (QoS)
requirements, and to recover from these situations, e.g., by rearranging or recon�guring the
network of services.

In Section 3, this report presents the considered QoS parameters, namely response time,
execution time, communication time, throughput, and availability.

Moreover, a number of time constraints is taken into account. For example, considering
when the execution time in N consecutive runs is greater thanthe average time, or when a
set of execution times presents unexpected accelerations,or when the execution time increases
abruptly.

The next steps in the project regarding QoS and temporal constraints regard the possibility
to handle speci�c QoS parameters in a prototype implementation associated with a new global
monitoring.

Finally, considering distributed repair management, we consider in general distributed ser-
vice management with WSDM (MOWS-MUWS), able to represent Web Service capabilities in
a dynamic way. In fact, the properties of Web Services might change during its lifetime. More-
over, repair actions may be not always possible, since they are state or time dependent. Finally,
Web Services may generate explicit messages for timeouts.

In distributed process management, some project partners are developing self-healing inter-
faces for service states, object states and for checking theapplicability of management opera-
tions. Other partners are considering such interfaces in order to expose repair operations and
re�ective information, as well as for adding QoS agreement.An integration step among the
differently developed interfaces will be performed, usingSH-BPEL self-healing management
functionalities.
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1.4 Structure of the report

The remainder of the report is organized as follows. Section2 introduces single instance self-
healing execution, detailing monitoring and logging and execution support. Section 3 presents
class level self-healing, detailing QoS management, diagnosis, and recovery planning.

SIXTH FRAMEWORK PROGRAMME 9
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2 Single Instance Self-Healing Execution

2.1 General architecture

In this section we discuss support for monitoring and controlling single instances being exe-
cuted in the self-healing system. We discuss monitoring �rst, presenting the multilevel approach
developed in the project and the prototype supporting it. Then we illustrate the distributed self-
healing interface to support execution of repair actions and exchange of state information among
modules.

The architecture depicted in Figure 2 gives an overview of the main actors involved when
several peer Web services participate in a choreography (bold arrows) and, at the same time,
they implement their functionalities as orchestration of other Web services (thin dotted arrows),
not necessarily included in the same choreography.

For example, Web serviceW S1 participates in the choreography together with Web ser-
vicesW S2 andW SN . Besides managing the interaction withW S2 andW SN , the orchestrator
internal toW S1 also manages the interaction withW S11, W S12, andW S13.

According to the WS-Diamond approach, in this case there aretwo main issues that have to
be considered: monitoring and self-healing execution.

The correct enforcement of message exchanges according to ade�ned choreography is under
the control of a global monitoring module, theLogger Monitor. The way in which the Logger
Monitor enacts its monitoring is by means of a set ofLocal Monitors. Each Local Monitor keeps
trace of the messages that Web services exchange with their peers and sends logged messages to
the Logger Monitor (bold dotted arrows) so that it is possible to have a global overview of the
ongoing choreography and check if all the constraints are respected.

Section 2.2.1 enters into the details of this problem by illustrating how the WS-Diamond
approach provides an active and reliable support to the monitoring of Web service choreogra-
phies so that it is possible to detect anomalous situations and repair possible faults that such
abnormalities may generate.

Figure 2: Global monitoring architecture

However, it can be realized by looking at Figure 2, the availability of logs for the Logger Monitor
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is due to the capabilities of each single Web service to actually produce such logs. In WS-
Diamond, we assume that each choreographed Web servicehas aSelf-Healing WS-BPEL engine,
called SH-BPEL, responsible for enacting the repair strategies [D3.1, 2006]. Besides taking care
of executing repair actions, SH-BPEL engine also takes careof producing the logs needed by
the Logger Monitor by actually implementing the Local Monitors.

Details on how SH-BPEL produces such logs and shares them with external modules by
means of the WSDM (Web Service Distributed Management) technology [Vambenepe, 2005a]
are described in Section 2.3, where our WSDM-based support to the execution of self-healing
Web services is described.

2.2 Monitoring and logging

2.2.1 Composition in open environments

A possible scenario for Web Service composition is EAI (Enterprise Application Integration): in
this perspective (Phase 1 of the Project), the composition of Web Services can be viewed as the
execution of a complex business process, possibly performed by a work�ow engine. Within EAI,
standards for Web Service orchestration (see [Peltz, 2003]), like WS-BPEL1, can be successfully
applied.

Although Web Service orchestration provides a �exible model for composing Web Services,
some problems occur when the business logic of the compositeapplication cannot be executed
in a centralized way. In fact, there are several applications where participants have to directly
interact with one another, without being coordinated by anycentral execution engine. This
means that the business logic of the composite application emerges from the correct cooperation
of all the partners and cannot be managed by a single entity playing the role of the orchestrator.

Typically, this situation arises when Web Service composition crosses the enterprise bound-
aries, the involved services are disparate, they belong to different organizations, and business
models have to face the dif�culty to cope with the fragmentation of the value chain (this is
the scenario faced in Phase 2 of the Project). In this case, Web Service composition can be
modelled and supported by means ofchoreographies(see [Peltz, 2003] and [WS-Diamond de-
liverable D3.1, section 5.2]). A choreography de�nes the interactions among participants in the
provision of a complex service, by specifying the admissible message exchanges which may
occur between all the cooperating Web Services at executiontime. In particular, a choreography
describes the interactions between the involved participants from a global point of view and not
from the perspective of a single “leading” participant (as in the case of orchestration). In other
words, a choreography handles multi-party conversations taking place among heterogeneous
Web Services, from a global perspective. However, given theglobal description of the complex
service as a choreography, each participant has to know how to behave, in order to play its role
in accordance with the global de�nition. Barros and colleagues [Barros et al., 2005] introduce
the concept ofbehavioral interfaceto identify the interaction behavior of a single participant
within a choreography. Abehavioral interfacerepresents thelocal viewof a single Web Service
playing a speci�crole within a choreography.

1http://docs.oasis-open.org/wsbpel/2.0/OS/wsbpel-v2. 0-OS.html
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The main idea behind the concept of choreography is that noneof the participants has a
complete view of the communications taking place among participants in a complex service. In
other words, local views are always partial views on the choreography. Instead, the choreography
speci�cation represents the point of view of the designer ofthe complex service, that speci�es
the way in which the participants coordinate their activities in order to provide the complex
service.

2.2.2 Monitoring choreographed services

Description of the proposed framework
Our proposal aims at exploiting the global view on the multi-party conversation provided

by the choreography speci�cation to monitor the execution of the complex service. In particu-
lar, we propose a framework based on the de�nition of a Monitor Web Service that tracks the
execution of the cooperating Web Services by analyzing their conversational behavior. During
the execution of the choreographed service, the Monitor is informed about the messages sent or
received by the cooperating Web Services and about their execution state. The Monitor uses this
information to check whether the overall service correctlyprogresses, i.e., if the message �ow
among the Web Services is consistent with the choreography.If any fault occurs, the Monitor
evaluates whether the choreographed service can still complete and informs the Web Services,
in order to let them react to the occurred problem. For generality purposes, we assume that the
Monitor does not have any information about the internal implementation of the Web Services.
This choreography framework builds on WS-Coordinationto manage the coordination context
between the Web Services, but it replaces the Web Services Coordinator with a Web Services
Monitor which proactively checks the progress of the choreographed service and propagates the
coordination information.

As far as the representation of the admissible message �ows is concerned, we have de-
cided to abstract from the rather different features introduced by the various choreography
representation languages, and to provide a general point ofview on choreography speci�-
cation and modelling. We thus adopted a formal representation language supporting both
the message �ow speci�cation and the runtime veri�cation ofthe conformance between the
speci�cations and the actual messages exchanged by the Web Services. In the selection
of the language to be adopted, we considered Finite State Automata (FSA), which have
been previously applied to model conversations between individual Web Services (e.g., see
[Benatallah et al., 2003, Berardi et al., 2003, Ardissono etal., 2004]). However, we discarded
the FSA approach because it does not support concurrency, parallelism and synchronization,
which are mandatory elements of choreography speci�cationand modelling. We thus selected
an approach based on Petri Nets, which explicitly support such features, representing the chore-
ography as a graph specifying all the possible message �ows.Notice that, as discussed in
[van der Aalst, 2002], Petri Nets are particularly suitableto the representation of work�ows.
Indeed, a choreography can be represented as a work�ow whoseactivities are communicative
activities (message exchanges) between Web Services2 In particular, we propose to adopt a Petri

2As a matter of fact, Abstract State Machines have been de�nedin order to extend the FSA approach to such
features; see [Börger, 2005]. However, we decided to adopt an approach based on Petri Nets because, in addition to
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Net representation [Reisig, 1985], which can be utilized tocheck whether the cooperating Web
Services send messages as expected, and to represent the progress of the choreographed service
by following the message �ow paths corresponding to the sent/received messages.

In order to provide a more concrete idea, let us imagine a verysimple scenario, i.e. a typical
B2C service in which an online store receives the customer'sorders and invokes both a ware-
house to get stockable items and a supplier to get fresh food.The shop, after having checked
the availability of goods from both the warehouse and the supplier, con�rms the order to the
warehouse and asks the supplier to send goods to the warehouse, that is in charge of preparing
the parcel and shipping it to the custmer (as a consequence, it is the warehose that de�nes the
shipping cost). Notice that the shop does not directly control the interaction between the supplier
and the warehouse, thus it is not able to inform the customer about possible delivery problems
(e.g., delays) occurring in the inetraction between the supplier and the warehouse. Now, suppose
that, after having received an order from the shop, the supplier service becomes unavailable (e.g.,
because of a software problem). Then, the warehouse would wait for the supplier sending goods
until a possibly long time out expires, and it would not be able to inform the customer about the
delay in a timely fashion. By monitoring the situation, the time out might be anticipated and the
online store might be informed about the supplier problem assoon as possible.

Figure 3 depicts a fragment of the choreography speci�cation of the described sample sce-
nario (speci�cally, the point in which the shop sends the order con�rmation and the supply
request to the warehouse and the supplier, respectively). Notice that the activities of the chore-
ography have actxID parameter, which identi�es the choreography instance to beconsidered
by the Monitor. Transitions represent the act of sending or receiving a message. Asend transi-
tion speci�es the sender, the object message (i.e., the message which has been sent), the recipient
of the message and the choreography context identi�erctxID . Thereceive transitions are
symmetric (they represent the conversational action performed by recipients) and specify recip-
ient, object message, sender and choreography context ID. States represent the evolution of the
choreographed service while messages are being sent or received.

Similar to the approach adopted in WS-Coordination, the �rst Web Service participating
in a choreographed service invokes the Monitor, which generates a choreography coordination
context and starts monitoring the messages between Web Services. Then, each invoked Web
Service registers with the Monitor in order to join the pool of participants.

During the execution of the choreographed service, the Monitor utilizes the service chore-
ography to track the progress of the registered Web Services, and to identify possible execution
problems which might obstacle their completion. Intuitively, while Web Services interact with
one another, the Monitor follows their conversational behavior on the choreography net.

The con�guration of tokens in such a Petri Net describes the progress state of the chore-
ographed service, from the conversational point of view. Speci�cally:

� The Monitor starts the choreography simulation from the initial state of the net.

supporting the execution of concurrent processes, it offers several tools for the veri�cation of correctness properties
in the process, and for its simulation.
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Figure 3: A fragment of the choreography of the complex service
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� Each time a Web Service sends or receives a message, it noti�es the Monitor about the
event.

In turn, the Monitor performs a transition in the choreography net, moving tokens to repre-
sent the fact that a conversational action has been performed. As the choreography may include
parallel paths, multiple nodes in the graph can be active at the same time. The active nodes
represent the conversational state after several Web Services have sent or received messages.

If a failure occurs, the Monitor analyzes the possible continuations of the interaction between
the Web Services in order to identify which ones are affectedby the problem. Thanks to the Petri
Net representation, the Monitor can adopt existing dead path elimination algorithms to reason
about the possible continuations of the interaction. For instance, given the current state of the
choreography net and the information about the execution state of the Web Services (e.g., some
is faulted), the Monitor can decide whether it is still possible to complete the choreographed
service, and which Web Services should terminate their execution because they are involved
in a dead path. Moreover, the Monitor may notify other affected Web Services about possible
execution problems.

Let us consider the example mentioned before: suppose that the supplier WS1 fails im-
mediately after the shop WS has sent theconfirmOrder(ord_id1) message. Then, the
choreographed service may successfully continue (even though, maybe, with some delay) if the
shop WS invokes another supplier (e.g., WS2) for the fresh food delivery. Nevertheless, the
warehouse WS should be informed about the failure in order toavoid waiting for an answer
from the supplier WS1, until the expiration of a time out.

Interaction protocols
In order to be monitored and to be informed about execution problems concerning the chore-

ographed service, the cooperating Web Services should offer a set of WSDL operations to be
invoked by the Monitor WS; moreover, they should invoke someoperations on the Monitor to
inform it about the messages they send and/or receive.

In the following we describe the interaction protocol exploited by our Monitor WS in order
to interact with the Web Services participating in the choreography.

� When an instance of the complex service is started, the �rst Web Service in execution
sends the Monitor WS astartConversation(originatorWS)message.

� Upon receiving this message, a new instance of the Monitor WSis created. This instance
creates a new choreography coordination context, registers the Web Service and returns a
context ID by sending the Web Service acoordContext(ctxID)message.

� When a registered Web Service invokes a Web Service provider, it adds the choreography
coordination context ID (ctxID) to its own message. At the �rst invocation, the Web
Service provider registers to the Monitor WS by specifying thectxID (register(senderWS,
ctxID)).

� Each registered Web Service receives thecoordContext(ctxID)message from the Monitor
WS. Moreover, the Web Service can send messages to inform theMonitor about changes
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in the execution state. For instance, the Web Service might notify the Monitor about an
occurred failure or about its successful termination.

� The Monitor WS can proactively sendgetStatus()messages to the cooperating Web Ser-
vices, which respond withstatusmessages describing their own execution state. The
getStatus()message can be seen as a sort ofping: if the invoked Web Service does not
respond in due time, this means that it is unavailable.

We assume that the registered Web Services may send the Monitor various types of messages
in order to inform it about their activities. To this purpose, the Monitor WS offers the following
WSDL operations:

� send(senderWS, msg, destWS, ctxID)informs the Monitor that the sender WS has sent
messagemsgto the destination WS, within the instance of the choreography identi�ed by
ctxID.

� receive(destWS, msg, senderWS, ctxID)informs the Monitor that messagemsghas been
received by the recipient Web Service.

� startConversation(originatorWS): the Web Service starting the choreographed service no-
ti�es the Monitor that the process has started and has to be monitored.

� register(senderWS, ctxID)noti�es the Monitor thatsenderWSjoins the service.

� status(ctxID, currentStatus): upon receiving agetStatus()message from the Monitor, the
Web Service noti�es the Monitor about its current executionstatus.

2.2.3 Logging message exchanges

The Monitor WS represents a central point that is noti�ed about all the communication activities
occurring during the choreographed service execution. This central point can be easily exploited
in order to collect and store the history of the service execution, by extending the Monitor WS
with logging functionality. The information about all the executions of the complex service can
then be used (by different kind of clients) in order to retrieve data about a speci�c execution or to
derive more general statistical information about the service. This data can be useful if studied,
for instance, by some data mining process in order to derive information about the complex
service, or to identify some Quality of Service property (e.g., related to time aspects), or in order
to �gure out and study possible anomalies.

From an architectural perspective, the monitoring and the logging functionality could be
decoupled by de�ning two different modules, a Monitor WS anda Logger WS, with different
features and goals, but from an implementation point of view, they can be embedded in a unique
Web Service component, in order to share the information noti�ed by each Web Service acting
in the choreography.

The main WSDL operations that the Logger WS should exhibit are the following:

� operations offered in order to be noti�ed about the communication activities occurring
during the service execution;
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� operations used to query (in a seamless way) the data collected.

As mentioned before, in an integrated view of monitoring andlogging functionality, the op-
erations offered by the Monitor WS to be noti�ed about message exchanges taking place during
the complex service execution can be used for logging purposes, by adding the capability of
storing the received information in a persistent storage. The database table hosting the message
history should have the following �elds:

� ID: unique identi�er;

� CTXID: reference to the choreography instance;

� FROMWS: name of the Web Service that sent the noti�cation message;

� PARTNERWS: name of the other Web Service involved in the communication activity;

� KIND: sendor receive;

� WSDLOPERATION: name of the operation invoked;

� MSGTIMESTAMP: time information related to the event.

The Logger WS also implements a set of methods used to query the stored information in a
transparent way. In particular, it offers a set of WSDL operations used to retrieve information
about messages exchanged within a speci�c complex service execution, or general statistics on
it. In particular, it should exhibit the following operations (among others):

� getChorInstanceIDs(): returns all the choreography context identi�er;

� getChorInstanceById(String ctxId): returns all the messages belonging to the choreogra-
phyctxId requested;

� getTimeFor(String wsdlOperation, String ctxId): returns the time elapsed between asend
and areceiveof the WSDL operation passed as parameter in a speci�c choreography
execution (ctxId).

� getMeanTimeFor(wsdlOperation): returns the mean time of all thegetTimeForfor all the
stored choreography executions.

� String getActivityBetweenTime(String wsdlOperation1, String wsdlOperation2, String
id):returns the time interval between thereceive wsdlOperation1and thesend wsdlOp-
eration2noti�cation for a given choreography.

� String getActivityBetweenMeanTime(String wsdlOperation1, String wsdlOperation2): re-
turns the mean time of thegetActivityBetweenTimemethod ran on all the choreography
instances.
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Figure 4: Sequence mapping.

2.2.4 Guidelines for framework implementation

The presented framework will be implemented by means of aWS-monitoring Java class, which
implements the WSDL operations to be offered by a cooperating Web Service, and can be ex-
ploited by a Web Service supplier to interact with the Monitor WS without modifying its own
business logic; e.g., the class may be used within message handlers associated with each coop-
erating Web Service.

Moreover, the framework implementation we propose includes aMonitor WSwhich runs a
choreography net in order to track the progress of a choreographed service.

At framework level, in order to abstract from any speci�c representation language, the chore-
ography can be de�ned by an abstract representation model and, as already mentioned in Section
2.2.2, at this level we propose to use Petri Nets. When the framework is implemented, a speci�c
representation language must be chosen. We propose to use a work�ow representation language,
and, in particular, we propose to use the work�ow managementtool provided by JBoss, i.e.
JBPM3 and thus to represent the choreography as a JBPM process. We choose JBPM because
it provides an easy way to extend a node behavior and to implement custom nodes, and these
techniques can be easily exploited to implement the functionality that we need for the Monitor.

The Petri Net model exploited at the framework level can be easily mapped onto the JBPM
work�ow structures. To this purpose, in the following we show how the basic JBPM work�ow
structures (sequence, fork andchoice) can be used to implement the basic Petri Net constructs
that we use in the abstract model.

Figure 4 shows, on the left hand side, the Petri Net representation corresponding to ase-
quenceand, on the right hand side, the work�ow representation. In the Petri Net, the token
moves from states1 to states2 when the noti�cation of the messagesend(whWS, shWs, ms1)
arrives at the Monitor. Then, the arrival ofreceive(whWS, shWs, ms1)moves the token into state
s3. When the token is ins2, it represents a state in the choreographed service where the noti�-
cation of the messagesend(whWS, shWs, ms1)has arrived at the Monitor and the noti�cation of
receive(whWS, shWs, ms1)is the next message, waited for in the choreography, i.e. themessage
that will move the token into states3.

In the work�ow representation, the same case is representedby means of a sequence, where a
communication activity representing the arrival of the noti�cation of the messagereceive(whWS,
shWs, ms1)follows the communication activitysend(whWS, shWs, ms1). The work�ow execu-

3JBoss Business Process Manager; see http://labs.jboss.com/jbossjbpm/
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Figure 5: Fork mapping.

Figure 6: Or mapping.

tion waits in the node labeledsend(whWS, shWs, ms1)until the messagesend(whWS, shWs,
ms1)arrives and then it moves to the node labeledreceive(whWS, shWs, ms1), representing the
fact that, according to the choreography, the service is waiting for the messagereceive(whWS,
shWs, ms1). In �gure 4, the correspondances between states (places) inthe Petri Net and nodes
(communication activities expected) in the work�ow representation is represented by menas of
circle andsquaremarks.

In �gure 5 the case of afork is shown. The fork transition in the Petri Net can be directly
mapped onto the fork work�ow structure. When the messagereceive(whWS, shWs, ms1)is
noti�ed to the Monitor and the corresponding transition enabled, the resulting state consists in
a token in thes3 and one ins4, representing the fact that, in the choreography net, thereare
two messages waited for (in whatever order), i.e.send(whWS, shWs, ms2)and send(whWS,
shWs, ms3). Similarly, in the work�ow representation, when the noti�cation of the message
receive(whWS, shWs, ms1)arrives at the Monitor, the work�ow execution is splitted intwo
parallel threads, thus reaching the two communication activity nodes that represent the same
situation of the token in the Petri Net being ins3ands4.

Figure 6 depicts the case of anor transition, that is translated in the work�ow representation
by means of a choice work�ow construct. The mapping between states in the Petri Net and
nodes in the work�ow is shown in the �gure by means of the already mentioned markers.

Choreography representation and message tracking
The JBPM process representing the choreography contains control-�ow nodes (i.e.,or, fork,
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join, ...) as well asMessage Noti�cation Nodesthat represent exchanged SOAP messages and
contains four pieces of information:

� Kind [send/receive]

� FromWS

� PartnerWS

� WSDL Operation

The state of aMessage Noti�cation Nodecan be:

� Ready: at choreography instantiation;

� Activated: representing the next message expected in the choreography;

� OrActivated: it can be the next message expected in the choreography, butdepending on
an OR path branch selection;

� Done: message correctly arrived when expected;

� OrDone: message not arrived because belonging to an OR path branch not selected.

Figure 7: Evolution of node states

Figure 7 shows how the state ofMessage Noti�cation Nodesevolves. When the state is
Ready, it can evolve inOrActivatedor in Activated, depending on which control-�ow structure
the node belongs to (an OR branch, or a sequence). FromOrActivated, the state can evolve
in OrDoneor in Done, depending on which branch of the OR choice is selected. Finally, an
Activatedstate can evolve in aDonestate.

In our execution model, the labels representing the state ofeach node are kept in a variable,
state-list, in the work�ow engine. In our model, when a node becomesOrActivated, it means that
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Figure 8: Tracing message �ow: sequence case

Figure 9: Tracing message �ow: OR branch case

SIXTH FRAMEWORK PROGRAMME 21



2 Single Instance Self-Healing Execution IST-516933: WS-DIAMOND

it has not yet been reached by an execution token and thus the MessageNoti�cation object asso-
ciated with it has not yet been instantiated by the JBPM engine (that creates a new instance of the
class associated to the node as soon as it is reached by an execution token). As a consequence,
we represent anOrActivatednode by means of a dummy instance of a MessageNoti�cation node
that is then stored in thestate-listvariable. This solution enables the Monitor WS to always have
a clear representation of the events that occurred in the complex service execution and to track
them in the choreography, without modifying the work�ow engine functionality.

Figure 8 and Figure 9 show how the Monitor WS works, in order totrace the complex service
execution, in case of a sequence (Figure 8) and in case of an ORnode (Figure 9). In particular,
Figure 8 (a) represents a case in which the token is inMsgNotif Anode, that isActivated, while
MsgNotif Bnode isReady. Whenmessage Aarrives, the token moves toMsgNotif Bnode
(Figure 8 (b)):MsgNotif Anode is nowDoneandMsgNotif Bnode isActivated. Figure 9 (a)
represents a case in which the token is in an OR node, waiting for message Aor message B(A
or B?); in this situation,MsgNotif Anode andMsgNotif Bnode are bothOrActivated, while
MsgNotif Cnode isReady. Whenmessage Aarrives, the token moves toMsgNotif Aand then
to MsgNotif C(Figure 9 (b)): nowMsgNotif Anode isDone, MsgNotif Bnode isOrDoneand
MsgNotif Cnode isActivated.

In order to implement the JBPM process used to trace the choreography, the environment
provided by JBPM needs to be extended by de�ning two new kindsof node:

� ReceiveNode: built as an extension of a general JBPM Activity Node, it represents the
reception of a noti�cation message from a Web Service involved in the choreography.

� OrDecision: built as an extension of the standard JBPM Decision Node, itrepresents
a point in the general choreography from which two differentexecution branches start
depending on some decision in the choreography. Notice thatthis kind of node is not really
responsible for the branch selection: the branch selectiondepends on a decision taken in
some private process owned by a choreography participant. This node, at this global level,
has just to wait for the next message arriving and behaves accordingly (routing the token
in the right path).

As a result, the global choreography is described as a JBPM process de�ned by means of
ReceiveNodes, OrDecision, and standard JBPM fork node.

Figure 10 shows a fragment of an XML document describing the JBPM process used to trace
the complex service execution: it is based on the XML standard set by JBPM, augmented with
custom names convention in the node and transition de�nitions, and with the annotation of each
node with a declarative representation of its features.

The code fragment marked withA de�nes a ReceiveNode calledREC_SH_WH_ShipCost
used to represent the noti�cation received by the Monitor WSfrom the Web Service SHOP_WS
that it hasRECEIVEDa message calledreceiveShipCostsent by the WAREHOUSE_WS. This
information, explicitly embedded in the XML description, enables the process engine (our ex-
tension of the JBPM run time environment) to check if a particular noti�cation message received
by the Monitor WS was correctly expected or not at that point in the choreography.
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Figure 10: Choreography speci�cation
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The code fragment marked withB represents an OrDecision node; the outcoming transitions
are labeled with names identifying the ReceiveNode where they come in; this is useful to decide
which is the correct transition to go across, when a new messages noti�cation is received.

Finally, the code fragment marked withC represents the standard fork node used to represent
parallel branch execution.

Monitoring Console and GUI

Figure 11: The GUI of the Monitor WS: list of process instances

In order to provide a user-friendly interface to inspect theactivities of the Monitor WS, it
is possible to exploit the JBoss JBPM Monitoring Console, i.e. a standard Web application
associated to the JBPM runtime environment. This tool provides a web-based GUI (Graphical
User Interface), consisting of a sequence of Java Server Pages, for inspecting and interacting
with the process instances.

We will explain how such a Monitoring Console works by referring to the simple B2C sce-
nario introduced in Section 2.2.2.

As shown in Figure 11, using the JBPM integrated Web user interface and accessing the
Monitor section, we get the list of all the process instances hosted by the JBPM environment
at that moment; so we can have an overview of all the choreography instances traced by the
Monitor WS and their status.

Moreover, we can access a detailed view of each process (choreography instance) by clicking
on the name of each instance. For example, Figure 12 shows a page in which a detailed view of a
status of a single monitor process instance is presented, bydisplaying information such as tasks,
variables and tokens. In particular, very usefully in our context, the GUI shows the content of the
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Figure 12: The GUI of the Monitor WS: inspecting process details

variables DoneNodeMap, ActiveNodeMap, OrDoneNodeMap kept by each Monitor instance;
such variables summarize the status (Active, Done, OrDone)of all the Message Noti�cation
Nodes involved in the choreography.

Using this information, it is possible to obtain, for each complex service execution, its run-
ning status (at which point we are in the execution of the service) and which is the path of the
choreography followed for each instance.

The GUI also provides a graphical view of a process execution. This view graphically depicts
the JBPM process representing the choreography, in which the progress of the node activation
is highlighted by boxes with thick border. For instance, Figure 13 shows two points in the
execution of a process instance in which two parallel tokensof execution (resulting from a fork
node) are running. Using this graphical view, we can �gure out, in a very fast and human
readable way, the status of a complex service. By means of these user interfaces, we can always
have an overview of each service and know at any time which arethe next expected operations
that the complex services is waiting for in order to go on; such an information is particularly
useful in case of problems or delays.

Finally, as shown in Figure 14, we can also search for a process by means of a query-based
mechanism that searches variable values.

Logging functionality
The logging functionality can be implemented as an extension of the Monitor WS. For each

noti�cation message received from the Web Services involved in the choreography, the Moni-
torLoggerWS stores it into a MySQL database implementing the structure previously described.
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Figure 13: The GUI of the Monitor WS: visually tracking message �ow within the choreography

26 SIXTH FRAMEWORK PROGRAMME



IST-516933: WS-DIAMOND D3.2

Figure 14: The GUI of the Monitor WS: query-based search

Figure 15: The GUI of the Logger WS: messages in a choreography execution instance
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Figure 16: The GUI of the Logger WS: invoking the method getActivityBetweenTime.

In order to test the logging functionality and to have a more organized view on the data
collected, it is useful to implement a web application that acts as a client and shows the data
returned by the MonitorLoggerWS by means of a web-based GUI.Such GUI enables the user
to browse the choreography instance and to asks for some particular information. For instance,
Figure 15 shows the list of all messages exchanged in a choreography instance and Figure 16
shows the submission of a query concerning the time elapsed between the messageaskShipCost
andnotifySentfor a given choreography execution.

2.3 Execution Support

In Phase 2, execution support is being enhanced in WS-Diamond by designing and realizing
an advanced self-healing interface. Such an interface allows managing self-healing services,
allowing to get information about their state, to get information about applicable operations in a
given state, and to control the execution of repair operations, according to prede�ned service life
cycles. Such control can be performed both on composed and onsimple services. The module
allows subscribing to de�ned events, to get noti�cation of their occurrence. In this way, web
services can be considered as managed resources, thus providing support to the WS-Diamond
self-healing system.

This section describes how, in WS-Diamond, we support the execution of self-healing pro-
cesses by using an architecture based on the Web Service Distributed Management (WSDM)
standard [Vambenepe, 2005a], a recent OASIS4 standard that tries to solve the problem of ever
growing complexity of business systems by utilizing Web service technology.

2.3.1 WSDM Basics

Before starting with the description of our approach it is useful to introduce the WSDM standard
by illustrating some of its most interesting characteristics.

WSDM is particularly designed for the following scenarios:

4http://www.oasis-open.org/home/index.php
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� heterogeneous IT environments: software stacks from different vendors should be al-
lowed to interoperate;

� distributed IT environments: the nature of Web service-based technology allows it to
work well for scenarios where cooperation between different (maybe independent) busi-
ness entities is necessary;

� hardware and software vendors: it should be possible to expose management interfaces
for software as well as hardware.

WSDM builds on a plethora of already existing OASIS5 and W3C6 standards to accomplish
this functionality, such as XML, XML Schema, SOAP, WSDL, andXPath.

The WSDM standard is composed of two separate parts:

� Management Using Web Services (MUWS): it has been developed to manage any
resource using Web services and is composed of two speci�cations MUWS Part
1 [Vambenepe, 2005a] and MUWS Part 2 [Vambenepe, 2005b]. The�rst one describes
the basic capabilities of a manageable resource (i.e., identity, manageable characteristics,
and correlated properties), while the second describes more advanced capabilities, whose
description is out of the scope of this deliverable;

� Management of Web Services (MOWS): it consists of one document [Sedukhin, 2005],
and it can be viewed as an application of the MUWS standard. Itdescribes how to deal
with Web services, considered as manageable resources.

The central idea of the standard is the manageable resource.This must be accessible through
a Web service Endpoint Reference (EPR) as de�ned in the WS-Addressing [Box, 2004] stan-
dard. An EPR that supports access to a manageable resource iscalled a Manageability EndPoint
(MEP). The implementation of an MEP must allow to:

� retrieve management information about the manageable resource;

� change the state of a manageable resource by changing the management information;

� subscribe to events that provide information about changesof management information or
the state of the manageable resource in general.

The content of the information provided by a MEP is not covered by the WSDM (with the ex-
ception of some basic WSDM metrics). This information is speci�c to the manageable resource.

2.3.2 The Architecture

To enable the use of WSDM in the WS-Diamond Project, we created a new architecture, shown
in Figure 17, that extends the traditional SOA approach to orchestration, which usually consists
in having a single orchestrator that coordinates two or moreWeb services. In WS-Diamond, the
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Figure 17: The Architecture

need of introducing self-healingness on one side, and the resource-orientation on the other, leads
to a slightly different approach, when compared to plain Webservices.

In detail, the architecture of Figure 17 extends the WS-Diamond reference architecture
presented in [D3.1, 2006], where the roles of theSH-BPEL (Self-Healing WS-BPEL Engine),
theMediator, theDiagnoser, theRepairEngine, and thePlanGeneratorhave been de�ned, by
adding new modules to support the self-healing behavior through the WSDM standard.

Figure 17 also describes, but more in details, some aspects already introduced in Figure 2.
In particular, thecore componentsof Figure 17 are the self-healing components that each Ws-
Diamond enabled orchestrated Web service of Figure 2 has installed on it. Moreover, the archi-
tecture of Figure 17 not only provides the self-healing orchestration functionalities, but also the
monitoring facilities that in Figure 2 are represented by theLocal Monitormodules.

For each orchestrated process there is a running SH-BPEL engine that provides self-healing
capabilities. Each orchestrated Web service is not directly accessed by SH-BPEL, but it is me-
diated by a properly con�guredWSDiamondMediatorthat is responsible for message transfor-
mations, message routing, and also for enacting Web servicesubstitution when it is required.

The runtime behavior of the self-healing orchestrator is monitored by two different monitors,
theMediatorLoggerand theProcessMonitor. TheProcessMonitoris dedicated to the monitor-
ing of the messages exchanged by theSH-BPELcomponent, that is the messages that the orches-
trator exchanges with the process users and the messages that the orchestrator exchanges with
the orchestrated Web services. The peculiarity of this monitor is that all the traced messages
are sent and received by the orchestrator and their structure respects the WS-BPEL speci�cation
of the process. This means that this monitor is not able to trace the actual messages exchanged

5http://www.oasis-open.org
6http://www.w3.org/
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with the orchestrated Web services since they are �ltered bythe WSDiamondMediator, which
may introduce some modi�cations in their structure.

For this reason, a further monitor, theMediatorMonitor, is installed on theWSDiamond-
Mediator. The task of theMediatorMonitor is the monitoring of all the messages actually ex-
changed with the orchestrated Web services, which may have astructure that differs from the
WS-BPEL speci�cation of the process as a result of the adaptation process performed by the
mediator.

The logs resulting from the monitoring activities of both monitors can be accessed in a
uniform way from a unique module, theLoggerMonitorAggregator, which aggregates the logs
produced by the monitors and makes them accessible from the outside.

To build the WSDM approach on the reference architecture, wetook the following design
decisions:

� the Mediator is the control layer betweenSH-BPELand the messages to/from the actual
orchestrated Web services;

� the original Web services, which in the reference architecture were directly accessed by
the mediator, are now hidden under two layers:WSDiamondResourceManagerandWS-
DiamondActivity.

The WSDiamondResourceManager holds a mere stub of the interface of the original Web Ser-
vice. It is a resource that also includes information about the availability of the service, statistical
information about the reliability of the service as well as semantic information concerning how
the operations of the service depend on each other. How this can be useful in repair situations
will be explained later on.

The WSDiamondResourceManager acts as a factory to create single WSDiamondActivities
that represents the whole life cycle of an activity from creation to termination. A new WSDi-
amondActivity is created for every call to every operation in a certain WSDiamondResource-
Manager. Each WSDiamondActivity resource is represented by its own dynamically created
endpoint. The WSDiamondMediator interacts with the WSDiamondActivity, solely through ei-
ther querying its status, receiving status updates via noti�cation messages or triggering certain
state through a uniform API.

Because all messages between the Process and the actual functionality, encapsulated in the
WSDiamondActivity, are passed through the WSDiamondMediator (which possibly also per-
forms transformations), and because it also keeps track of all open WSDiamondActivities and to
which Process they belong, the WSDiamondMediator also is the logical container of the logging
and monitoring components.

2.3.3 Terminology

The work we propose here has been developed with the goal of repairing processes at the in-
stance level, that is by acting on the Web service instances actually orchestrated. However, even
during the repair of a single Web service instance, we can work at two different levels. The
repair can be performed over the Web service as a whole, or only over one of the activities
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(i.e., operations) it provides. In the following we use the temsservice levelandactivity levelto
distinguish between the two different levels. More in detail:

� Service Leveldenotes everything involved with the WSDiamondResourceManager, as
the WSDiamondResourceManager holds information on how to deal with a certain set
of functionalities in general (e.g. how to book a �ight whichpossibly includes calls to
several operations provided by the WSDiamondResourceManager);

� Activity Level denotes everything that is related to WSDiamondActivities.

2.3.4 Error Handling

Errors are handled by both the ProcessMonitor and the MediatorMonitor. The �rst one works at
the process level, while the second at the mediation level. In case the error is at the mediation
level, the MediatiorMonitor detects it and then it sends a noti�cation to the ProcessMonitor,
which is responsible for starting the repair process.

Once an error is detected, the monitor ProcessMonitor sendsa noti�cation to the Process-
Manager that �rst pauses the ActiveBPEL orchestrator and then noti�es the error to the WSDia-
mondRepairEngine. The WSDiamondRepairEngine controls the repair process by coordinating
the WSDiamondDiagnoser, which diagnoses the cause of the failure, and the WSDiamondPlan-
Generator, which provides a plan to repair it. The WSDiamondRepairEngine has several ways
of interacting:

� for Class level problems it has to interact with the WSDiamondMediator, e.g. for substi-
tutions of WSDiamondResourceManager;

� for Activity level problems it has to interact with a certainWSDiamondActivity, e.g. for
a redo.

Therefore when a repair starts, the WSDiamondRepairEnginehas to subscribe to all activities,
invoked in the repair process.

2.3.5 The Lifecycle of an Activity

As illustrated in the previous section, each activity has its own lifecycle that is monitored through
a dedicated WSDiamondActivity. The states through which a WS-Diamond activity may �ow
are illustrated in the UML state diagram represented in Figure 18.

After being created by a WSDiamondResourceManager, activities are in anidle state, wait-
ing to be put either into theworkingstate or into theaborting state. When activities are in the
workingstate it means that they are executing their business logic.In case activities successfully
complete they move into thecommittedstate, while if they are not able to complete, or they
complete with unsuccessful results, they move into thefailed state.

From the failed state, activities can be moved back into the running state by sending aretry
message that enable re-executing activities from the beginning. The re-execution is enabled only
for those activities that have the retryable property set totrue .
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Figure 18: Activity State Diagram

During their execution, activities can be paused and moved into thesuspendedstate. Sus-
pended activities can be resumed or aborted. In the former case they are moved back into the
runningstate, while in the latter they are moved into theabortedstate.

Committed activities can be either undone or compensated. Undoing an activity means
that it is possible to cancel all the effects it produced without additional costs, while com-
pensating means that it is possible to cancel its effect partially or totally, but with additional
costs. Activities with thecompensate property set totrue can be compensated by sending
acompensation message that moves the activities into the compensated state. Similarly, ac-
tivities with theundo property enabled can be undone by sending anundo message that moves
the activities into theundonestate

From the activity's point of view, there is no difference between compensate and undo, as in
both operations the underlying functionality is not exposed to the outside.

The completion of an activity is achieved by sending aterminate message. That message
can be sent when activities are either in thefailed, committed, compensated, undone, or aborted
state.

The complete API as envisioned for a simpli�ed version of theFoodShop scenario is de-
picted in Figure 19. When compared to the architecture in Figure 17, theShop Web service is
hidden from the system and represented by the WSDiamondResourceManager. In this case, an
example of WSDiamondActivity would be represented by a callto thereserve productopera-
tion. Thereturn is not exported to the outside because we assume that no additional information
is necessary for returning reserved items, and therefore the WSDiamondActivity can callreturn
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internally when compensate or undo is requested. Please note that, as mentioned before, the API
of the WSDiamondResourceManager represents the API of the encapsulatederea Web service
whereas the API of the WSDiamondActivity is �xed.

Figure 19: The API of a simple foodshop example

WSDiamondActivities, represented by their own endpoint are not intended to be terminated after
their use, but they are destined to stay till the end of the process. The WSDiamondRepairEngine
has to be able to access the WSDiamondActivities at every time in the process, because a re-
pair action can involve the possible compensation or undo ofany of these activities. So the
Process has to explicitly tell the WSDiamondMediator when it has �nished, in order for the
WSDiamondMediator to send theterminatemessage and clean up all activities.

2.3.6 Activity Level Repair

In this section we want to the describe the the actions that our architecture undertakes to manage
and repair errors located at the activity level. For our examples we consider a simple example
in which a customer buys some books through a Web service. Theparticipated components (as
described above) are shown on the X axis, the operation modesare shown on the Y axis.

Activity Level Retry

In the example in Figure 20, the customer is intended to ordera certain number of product from
an online store that works by orchestrating severalShopWeb services. We are looking at the
steps that may occur after the “reserve product” failed, supposing that the repair action to be
applied is theretry.
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Figure 20: Activity Level Retry

When a running activity goes into the failed state, it sends anoti�cation the WSDiamondMedia-
tor so that the repair cycle can be activated. The WSDiamondMediator forwards the appropriate
log to the WSDiamondDiagnoser which then invokes the WSDiamondRepairEngine. The �rst
step the WSDiamondRepairEngine takes is to subscribe to theWSDiamondActivity in question,
to retrieve the status information. After collection of allnecessary information it generates a
repair plan (maybe by invoking the WSDiamondPlanGenerator) which is then executed.

In our case the WSDiamondRepairEngine invokes theretry operation of the WSDiamon-
dActivity under repair. After the execution of the repair action, when the activity is in the
committed state, it sends a noti�cation to both, the subscribed WSDiamondMediator and the
subscribed WSDiamondRepairEngine.

Since the WSDiamondMediator gets not only the success noti�cation, but also the result
(real data), it can continue immediately with its program. The WSDiamondRepairEngine can
unsubscribe from the Activity and clean up internally.

Activity Level Compensation

Figure 21 shows the steps that may occur during the executionof thecompensaterepair action at
the activity level. Even if an activity has been successfully completed and it is in thecommitted
state, theMonitor, which is located inside theMediator, may decide that the result generated by
the activity cannot be considered correct anymore and it starts the repair cycle. This may occur
for example if the WSDiamondMediator can not transform the result to the result expected by
the process, due to data format errors.
In this case, the activity cannot be re-executed again sincethe state diagram of Figure 18 does
not allow to move back into therunning state the already committed activities. The solution is
to execute thecompensaterepair action by invoking thecompensate operation for the WS-
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Figure 21: Activity Level Compensation

DiamondActivity. When the compensation has been completed, the activity sends a noti�cation
both to the subscribed Mediator and to the subscribed RepairEngine.

After receiving the noti�cation, the WSDiamondMediator stops, while the WSDiamon-
dRepairEngine �nishes by modifying the state of the Processin order to cancel the previous
result generated by the operation that has now been compensated.

2.3.7 Service Level Repair

In this section we describe the actions that our architecture undertakes to manage and repair
errors located at the service level. As in the case of activity level repair, we use the same example
and the participating components (as described above) are shown on the X axis, the operation
modes are shown on the Y axis of Figure 22 .

Service Level Compensation

Figure 22 shows the case of the service level compensation. Even if an activity has been suc-
cessfully completed and it is in thecommittedstate, theMonitor, which is located inside the
Mediator, may decide that the result generated by the activity cannotbe considered correct any-
more and it starts the repair cycle.
Differently from the case presented above, here we suppose that the activity under repair does
not allow the execution of compensate actions (i.e., thecompensatable property is false).
A service level compensation strategy exists when the service that provides the activity under
compensation also provides a set of one or more other operations that compensate the faulty
activity.

The WSDiamondRepairEngine retrieves the Service Level Information for the appropriate
WSDiamondResourceManager from the WSDiamondMediator. When all information has been
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Figure 22: Service Level Compensation

gathered, the WSDiamondPlanGenerator suggest a Service Level strategy, which again includes
a state change in the process.

Service Level Substitution

Both Figure 23 and Figure 24 show the steps that may occur during the execution of thesub-
stitution repair action at the service level. However, while Figure 23refers to the case in which
the substitution is performed after the failed attempt of executing aretry at the instance level,
Figure 24 refers to the case in which the previous failed attempt was made by executing acom-
pensateoperation a the instance level.

TheRepair Enginehas to substitute the failed service and consequently it also has to sub-
stitute theResource Managerresponsible for the creation of all the activities that belong to the
substituted service. Once a newconcrete serviceand a newResource Managerhave been found,
the Repair Enginerolls back the process instance in order to repeat on the new service all the
invocations that were previously performed over the substituted service.
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Figure 23: Service Level Substitution after an activity level retry

Figure 24: Service Level Substitution after an activity level compensation
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3 Class-Level Self-Healing

Class-level self-healing is based on the analysis of problems occurring on multiple runs of ser-
vices, either simple or composed. While in the case of instance-level self-healing, the focus is
on a single execution of a process/service, in class-level self-healing, the focus is on improving
the characteristics of execution of a class of service as a whole. In this case the main focus is
on analyzing Quality of Service (QoS characteristics alongmultiple runs, and on recon�gura-
tion of services as the main way of repairing the class. In thefollowing, �rst we discuss how
QoS parameters are de�ned, of failures are detected and repair planned and executed, and how
recon�guration may be performed on the basis of the selection of alternative services.

3.1 QoS-Oriented De�nition

The quality of a Web service is de�ned by a set of quality dimensions each of them associated
to a given quality aspect. More formally, we de�ne a quality dimensionqdi as:

qdi = hname; V; ef (V ); PCi i = 1 ; : : : ; I: (1)

The name uniquely identi�es the quality dimension. The elementV corresponds either
to categorical or to interval admissible values. In the former case, the admissible values are
included in a speci�c vectorV = f vhg (h = 1 ; : : : ; H ), while, in the latter caseV are de�ned
by its extremes, i.e.,V = [ vmin ; vmax ]. The functionef : V ! [0::1] represents thequality
evaluation function, i.e., how the quality increases or decreases with respect to the admissible
values: 0 means lowest quality,1 highest quality. The trend ofef is usually de�ned by a
utility function, e.g., linear, logarithmic, exponential, sigmoidal. The admissible value setV
is organized in disjoint primitive service classesPC = f pckg (k = 1 ; : : : ; K ), obtained as
follows:

� In case of categorical values, the primitive service classes coincide with the values that
the dimension may assume: i.e,qdi :PC � qdi :V ; H = K .

� In case of interval values, primitive service classes are obtained by splittingV =
[vmin ; vmax ] into K intervals, soPC = f pck = [ pckmin ; pckmax ]g wherepckmax =
pc(k+1) min ; pc1min = vmin ; pcK max = vmax . pck ranges are obtained as follows:
let divide qdi :ef (V ) in K rangesf [ekmin ; ekmax )g, thenpkmin = qdi :ef � 1(ekmin ) and
pdkmax = qdi :ef � 1(ekmax ).

Given a Web service, its quality is de�ned by the setQD = f qdi g. Both the quality level
that a user requires and the quality offered by a Web service must be expressed with the same
quality dimensions set. The next paragraph introduces the quality dimensions that are considered
relevant in our scenario. In this way, the quality dimensions included inQD will be used (i) by
the provider to express the offered quality, i.e.,capabilitiesC and (ii) by the user to de�ne the
required quality, i.e.,user requirementsUR.
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3.2 QoS-Oriented Mechanisms

3.2.1 QoS Parameters De�nition

QoS parameters constitute the basis of our approach for interaction-based self-healing. We adopt
a proactive approach that aims to monitor at run-time different QoS characteristics and dynam-
ically recon�gure WS bindings when necessary. In this context, repeated QoS degradation is,
therefore, considered as a symptom of imminent de�ciency and leads to architectural recon�gu-
ration to substitute or duplicate de�cient Web Services.

In order to monitor QoS parameters considered in our study, four time values are measured,
as depicted by Figure 25:

t1 : time at which the request has been issued by the service requester,
t2 : time at which the request has been received by the serviceprovider,
t3 : time at which the response has been issued by the service provider,
t4 : time at which the response has been received by the service requester.

Service
Requester

Service
Provider

t1

t2

t

Texec Tresp Tcomm+=
Request

Response

Time

t3

t4

Response

Figure 25: Measured times for QoS Monitoring

In the sequel, we give, the list of considered QoS parametersbased on time measurements
depicted in Figure 25.

1 Response Time:

De�ned as The time required from sending a request and receiving its response
Formula Tresp = t4 – t1
Quanti�ed as Millisecond
Type int

2 Execution Time:

De�ned as The time required for processing a request
Formula Texec = t3 – t2
Quanti�ed as Millisecond
Type int
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3 Communication Time:

De�ned as The transport time of a request and its response
Formula Tcomm = Tresp – Texec
Quanti�ed as Millisecond
Type int

4 Throughput:

De�ned as The amount of requests that can be processed in a speci�ed period of
time

Formula Throughput = # requests/time period
Quanti�ed as Request/time unit such as minute, second, millisecond, etc.
Type real

5 Availability:

De�ned as The availability of a service is the probability that the service is acces-
sible

Formula Availability = Number of successful executions/Total number of invo-
cations

Quanti�ed as Percentage
Type real

6 Trust:

De�ned as The con�dence in a given service involving characteristicssuch as se-
curity and con�dentiality.

Formula "service reputation + security + con�dentiality"
Quanti�ed as Value or level derived from a trust policy (e.g. levels such as High,

Medium, and Low)
Type String

According to the quality description model introduced in the previous paragraph, the follow-
ing code shows how theresponse timeand theavailability are de�ned.
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<pqd:CommunityDocument
xmlns:pqd="http://si.elet.polimi.it/schemas/wsquali ty/2007/01/communitydocument"
xmlns:xsi="http://www.w3.org/2001/XMLSchema-instanc e"
xsi:schemaLocation="...">

<description>Basic QoS Parameters</description>

<PrimitiveDimension name="response_time">
<LinearFunction>

<slope>-0.25</slope>
<yintercept>1</yintercept>

</LinearFunction>
<minValue>0</minValue>
<maxValue>4</maxValue>
<unit>sec</unit>

</PrimitiveDimension>

<PrimitiveDimension name="availability">
<SigmoidFunction order="descending">

<multiplier>100</multiplier>
<expmultiplier>10</expmultiplier>

</SigmoidFunction>
<minValue>0.9</minValue>
<maxValue>0.99</maxValue>
<unit>sec</unit>

</PrimitiveDimension>

</pqd:CommunityDocument>

3.2.2 QoS-Matchmaking

The quality model introduced in Section 3.1 can be used to de�ne both the capabilities of a Web
service provider and the requirements of a Web service. Given these two de�nitions, a match-
making mechanism is able to verify if a set of requirements are satis�ed by a set of capabilities.
Finally, an agreement phase is performed to agree on which are the real quality level that the
provider must ensure with respect to the amount of money thatthe user is willing to pay.

Capabilities. Capabilities re�ect the quality offered by a Web service provider. Focusing on
the service description, the provider before publishing its Web service de�nes a document ex-
pressing the functional aspects.

We de�ne a capabilityc(qdi ) as a restriction on the range of admissible values of the quality
dimensionqdi . More precisely:

c(qdi ) = hqdi :name; of fering; qdprice (of fering )i ; (2)

whereof fering � qdi :V represents the restriction on the range of admissible values. In this
way, the provider de�nes, given a quality dimension, which are the actual values the provider is
able to support. In addition, the provider also de�nesqdprice function which maps the depen-
dency between the offered values and the price per user associated with such a provisioning.
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According to this model, the provider during the publication process of a Web service will
attach a documentC collecting all the supported capabilities. In particular:

C = f c(qdi )g 8qdi 2 QD: (3)

Requirements. Similarly to the capabilities, the user requirements are expressed on the basis
of the quality dimensions identi�ed by the community. In particular, for eachqdi 2 QD users
operate a restriction on the admissible range of values. With this operation, the users state which
is the required quality. Hence, a user requirementR that will be compared to the capabilitiesC
during to the negotiation process is de�ned as:

UR = hfur (qdi )g; budgeti ; (4)

where thef ur (qdi )g represents the user requirements of a speci�cqdi andbudgetis the amount
of money that the user is willing to pay for the service. In detail:

ur (qdi ) = hqdi :name; request; wi : (5)

The elementrequest in ur represents the requested value for the given quality dimension,
while w represents the weight that speci�es how much the related quality dimensionqdi in�u-
ences the overall quality of the service.

Matchmaking. To state if the requirements inUR can be satis�ed by the capabilities inC,
the following expression must be veri�ed:

8qdi 2 QD isec (c(qdi ); ur (qdi )) = c(qdi ):of ferings \ ur (qdi ):request 6= ; : (6)

In this way, for each quality dimension we can identify whichare the admissible values. At
this stage, the cost of providing a quality level, as well as the price to have a quality level are not
yet considered.

Agreement. The last step consists in the identi�cation of the service level agreement as a
re�nement of the matchmaking also considering the cost issues. According to our quality model,
the provider has de�ned how much is the cost for offering a certain level of capabilities. The
cost varies with respect to the values that a given quality dimension might assume. On the other
side, the user has declared the budget and her preferences about the quality dimensions. Goal of
the agreement phase is to identify, for each quality dimension, a subset of the admissible values
that can optimally distribute the budget among the quality dimensions also taking into account
the user preferences [Comuzzi and Pernici, 2007]. Once these subsets are identi�ed, they feed
the QoS Monitoring.
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3.2.3 QoS-Oriented Global Self-Healing Architecture

The component diagram, shown in Figure 26, represents the self-healing architecture dealing
with QoS management. Four main modules compose this architecture:
1. Monitoring - It observes, intercepts and extends exchanged messages between requesters and
providers. It logs relevant values related to QoS parameters.
2. Measurement - It extracts data logged by the monitoring module either periodically, or after
noti�cation from the monitoring module. It detects misbehaviors (symptoms of QoS degra-
dation) by using temporal chronicles and sends the related alarms to the diagnosis and repair
module.
3. Diagnosis & Repair (DiagRepair) - It reasons about the current Web service state and diag-
noses faults based on the alarms received from the measurement module. It builds the associated
repair plans.
4. Recon�guration Executor (ReconfExec) - It, dynamically, (re-)binds requesters to (new)
providers in agreement with the plan produced by the Diagnosis and Repair Module.

j

<<component>>

QoS-Manager

<<component>>

Monitoring

<<component>>

DiagRepair

<<component>>

Measurement

<<component>>

ReconfExec

GetQoSValues

PutQoSValues

GetQoSValues

WebService

Alarms

WebService

WebService

Plan

Notify

GetQoSValues

PutQoSValues

WebService

WebService

Requester

Provider

<<delegate>>

<<delegate>>

<<delegate>>

<<delegate>>

Figure 26: Web service Self-Healing Architecture for class-level self-healing

3.2.4 QoS Monitoring

The Monitoring module intercepts request/response messages and extends them with metadata
describing the involved QoS parameters and the related values obtained at run-time. Figure 27
gives an example of the obtained SOAP Header after extension.

QoS parameters may need to be processed on the provider side (as execution time), or on
the requester side (as response time), or on both sides (as communication time). As depicted
in Figure 28, the monitoring module is composed of several monitors, ReqSideMon, deployed
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<soapenv:Header>
<TimeResponseInterceptClientsoapenv:actor="http://schemas.xmlsoap.org/soap/actor/next"

soapenv:mustUnderstand="0">1176445337025 </TimeResponseInterceptClient>
<TimeResponseInterceptServersoapenv:actor="http://schemas.xmlsoap.org/soap/actor/next"

soapenv:mustUnderstand="0">1176445337008 </TimeResponseInterceptServer>
<TimeRequestInterceptServer soapenv:actor="http://schemas.xmlsoap.org/soap/actor/next"

soapenv:mustUnderstand="0">1176445336893</TimeRequestInterceptServer>
<TimeRequestInterceptClientsoapenv:actor=http://schemas.xmlsoap.org/soap/actor/next 

        soapenv:mustUnderstand="0">1176445336908</TimeRequestInterceptClient>
</soapenv:Header>

Figure 27: SOAP Header example containing QoS-related MetaData and corresponding values

one on each requester side and a unique monitor,ProvSideMon, deployed on the provider side.
Hence, we obtain one provider-side monitor intercepting all requests towards the monitored WS
provider, and one requester-side monitor for each one of itsrequesters.

<<component>>

Monitoring

<<component>>

ReqSideMon

<<component>>

ReqSideMon

<<component>>

ProvSideMon

WebService

WebService

WebService

Log

Notify

Log

PutQoSValues

WebService

WebService

WebService

Notify

<<delegate>>

<<delegate>>
<<delegate>>

<<delegate>>

<<delegate>>

<<delegate>>

<<delegate>>

Figure 28: Component diagram of the monitoring module involving two Requesters

Figure 29 exposes the sequence diagram of the monitoring module. Each monitor intercepts
exchanged messages between the two peers and enriches, whenrequired, request/response by
computed QoS values. The last monitor extracts �nal QoS values and sends them to the log
database.

Figure 30 illustrates the activity diagram when dealing with monitors on both requester
and provider sides. This activity diagram involves the following 5 steps: 1) the requester-side
monitor extends the request message by adding the valuet1 [equivalent to messages 1 and 2
in Figure 29], 2) the provider side monitor extends the request message by adding the valuet2
[equivalent to messages 2 and 3 in Figure 29], 3) the provider-side monitor extends the response
message by adding the valuet3 [equivalent to messages 6 and 7 in Figure 29], 4) the requester-
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j
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WS Request4:
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Notify10:

Figure 29: Sequence Diagram involving monitoring actions

side monitor extends the response message by adding the value t4 [equivalent to messages 7
and 8 in Figure 29], 5) in addition, this monitor is in charge of computing and logging QoS
values [equivalent to messages 9 in Figure 29] related to response time, communication time
and execution time:Tresp, Tcomm, andTexec.
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Figure 30: Activity Diagram of the Monitoring module. The Requester is represented in the �rst
swim lane; the Requester Side Monitor in the second; the Provider Side Monitor in the third;
and the Provider in the last swim lane.
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Figure 31: Sequence Diagram for the measurement module interactions

3.2.5 QoS Measurement

The Measurement module aims to detect QoS degradation basedon the logged parameter values.
As illustrated in Figure 31, when degradation is detected, it sends alarms to the Diagnosis module
in charge of reasoning about degradation sources.

In the following, we present two measurement approaches we adopted. Both use chronicles,
where a chronicle is a set of events, interlinked by time constraints, used to specify degradation
symptoms. In the �rst, chronicles are directly de�ned from events built from QoS parameters
based on time measurement. The second is casted into Hidden Markov Models framework which
provides a means to estimate the health state of the system asa whole.

A. First measurement approach

Measurement and QoS degradation detection are made at the class level (for all future re-
quests) using simple temporal chronicles.

Chronicle is triggered   
with N=3: t1 t2 t3> Avg+D Ch i l i i d

Texec

with N=3:    t1,t2,t3>Avg+D Chron icle is not tr iggere d
with N=3t2

t1 t3

D=Tolerated

Avg+D

D=Tolerated
delay

Avg

- Legend
Acceptable values Time

g

Monitored Texec
On-the-fly computed Avg value

On-the-fly computed Avg + Tolerated delay valueOn-the-fly computed Avg + Tolerated delay value

Figure 32: Example of temporal chronicle triggering three successive increases of response time

SIXTH FRAMEWORK PROGRAMME 47



3 Class-Level Self-Healing IST-516933: WS-DIAMOND

Figure 32 presents a temporal chronicle involving responsetime. For this chronicle, we
consider the mean response time (Avg), computed for all pastprocessed requests, plus a toler-
ated delay D that is proportional to the "standard deviation". The corresponding alarm event
involves a current response time higher than this computed value. The chronicle is triggered
when the measurement system detects this event for three successive times. A formal descrip-
tion of the elements of this chronicle may be adopted in conformance with notations of CRS
[Cordier et al., 2007] as given in the sequel:

� Messages:

� message TexecViolation

� message TexecOK

� Triggering time condition:

� TexecViolation: Texec>(AvgTexec+D)

� TexecOK: Texec� (AvgTexec+D)

� Events:

� Event(TexecViolation, t0)

� Event(TexecViolation, t1)

� Event(TexecViolation, t2)

� No Event of type TexecOK between t0 and t2

� NoEvent(TexecOK,(t0,t2))

� Temporal constraints between instants :

� t0<t1<t2

B. Second measurement approach

Traditional methods of QoS degradation detection are limited to simple analysis of the cur-
rent system behavior. However, QoS parameter values need tobe collected and �ltered over
time as done by some existing heuristics in order to have a realistic view of a system for possible
healing procedure.

The Hidden Markov Model (HMM) [Rabiner, 1990] aims to evaluate the current system
state under partial observation and probabilistic hypotheses. We use HMM in order to analyze
the state of web service based applications. When suspecting a de�ciency, HMM signalizes it in
order to decide about the appropriate healing actions.

HMM is suitable for analyzing the web services behavior, while using our architecture
framework based on the external monitoring of behaviors. Indeed, web services are built by
composition of distributed services involving different service providers. In this case, assuming
access to the internal logic of web services is not realistic. Consequently, we have to deal with
the external behavior of web services (what they emit) in order to analyze and predict the current
system state.
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A HMM is a discrete-time stochastic model de�ned as a Markov process with non-
observable (hidden) states. Only interaction-related information is observable. The HMM is
a tuple< S; A; V; B; � > , where:

Sis the set of states:
S = f s1; s2; :::; sM g

A is the transition probability distribution among the states:
aij = P[sj ; t + 1 = si ; t ]

V is the set of observable variables:
V = f v1; v2; :::; vN g

B is the current probability distribution to observevk being insj :
bj (k) = P[observe vk = sj ]

� is the initial state distribution:
� = f � 1; � 2; :::; � M g

In our case, we consider three hypothetical states to model the web service QoS behavior, as
described in the following:

1- Working (W): the service provider is working ef�ciently.

2- Partially Working (PW): the service provider is working,but shows some QoS regression
compared to the expected behavior.

3- Not Working (NW): the service does not work or it shows unacceptable evolution of QoS
values.

The variation of a web service behavior makes hard the decision to take about the actual
state. The decision has to be based on:

� �rst, estimation of the current state,

� second, knowledge about the history of this service and

� third, an idea about the web service state transition from a working state to a de�cient
state.

We hence consider a system with three functioning states:S = { W orking ,
PartiallyW orking , NotW orking }.

The transition matrix A is pre-computed on the basis of multiple experiment. An example
of values is presented in Figure 33.

For example, 0.5 represents the probability that the service passes from the PW state at
instant t to the W state at the instant t+1.

In our case, V represents the observed valueTexec: V = f T execg.
B allows us to derive the probability distribution of the current state. We makes use of the

average and the standard deviation7 in order to compute this distribution.

7The standard deviation of a set of values distribution is a measure of the spread of its values.
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t + 1   

W PW NW   

0.8 0.1 0.1 W  

t0.5 0.3 0.2 PW 

0.2 0.4 0.4 NW

A

Figure 33: The transition matrix A

For theTexecvalues measured at the instantt andt+1, the observable B is as following:
B t = Pt (T exec)

= f P(W ); P(PW); P(NW )g
= f 0:3; 0:7; 0g

B t+1 = Pt+1 (T exec)
= f 0:6; 0:4; 0g

We suppose that the initial state distribution� is equal toB t :
� = f 0:3; 0:7; 0g

Let's compute the current system state while analyzing the execution time value of the sys-
tem at two different instances:t and t+1. At the instantt, the observed distribution state of
execution time value isB t = f 0:3; 0:7; 0g. At the instantt+1, the observed distribution state
is B t+1 = f 0:6; 0:4; 0g. Through the Hidden Markov Model, we make use of (1) the previous
observed distribution state (B t ), (2) the current observed distribution state (B t+1 ), and (3) the
transition matrix A.

W

PW 

NW

W

PW 

NW

Pt(W) =   0.3 0.8 
0.1 

0.1 

0.5 
0.3 
0.2 

0.2 0.4 

0.4 

Pt(PW) = 0.7

Pt(NW) = 0

Pt+1(W) = (0.3*0.8 + 0.7*0.5 + 0 * 0.2) *    0.6   =   0.354

Pt+1(PW) = (0.3*0.1 + 0.7*0.3 + 0 * 0.4) *  0.4   =   0.204

Pt+1(NW) = (0.3*0.1 + 0.7*0.2 + 0 * 0.4) *  0     =      0

State distribution at 
the instant t

Observed distribution at 
the instant t+1

t t+1

State distribution at 
the instant t+1

Figure 34: Running the Hidden Markov Model Chain

As illustrated in Figure 34, the result of the HMM is the probability of the current system
state. Values "0.354", "0.204", and "0" represent respectively the state distribution of the system
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involving "Working", "Partially Working", and "Not Working" states. We note that values ob-
tained at state distribution are not a probability of being in a given state knowing the observable
values. When dealing with associated probability, one has to normalize those values.

The output values of HMM are not binary and not decisive, and we need another mechanism
to help us on taking �nal decision about the system state. We studied chronicles for this purpose.

These computed values are used as input event message to the chronicles. According to the
adopted policy, we adjust the events that trigger chronicles. For the FoodShop application, the
detection chronicle is triggered when it receives three successive executions with the probability
of PW (PP W ) greater than 0.8 or the probability of the NW (PNW ) greater than 0.5.

A formal description of the elements of this chronicle is given in sequel:

� Messages:

� message TexecViolation

� message TexecOK

� Triggering time condition:

� TexecViolation:PNW � 0:5 _ PP W � 0:8

� TexecOK:: TexecViolation

� Events:

� Event(TexecViolation, t0)

� Event(TexecViolation, t1)

� Event(TexecViolation, t2)

� No Event of type TexecOK between t0 and t2

� NoEvent(TexecOK,(t0,t2))

� Temporal constraints between instants :

� t0<t1<t2

3.2.6 QoS Diagnoser and Repair Planner

In Figure 35, the QoS-diagnosis and QoS-repair planner (QoS-DiagRepair) module is detailed in
two distinct sub-components, focusing on QoS management: 1) the QoS-Diagnoser component
is in charge of diagnosing QoS degradation source using received alarms from the measurement
module and QoS parameter values previously logged by the monitoring module, and 2) the
QoS-Repair Planner component is in charge of elaborating repair actions based on the diagnosis
performed by the QoS-Diagnoser component.

Figure 36 presents the sequence diagram involving interactions between the measurement
module, the internal components of the diagnosis and repairplanner module, and the recon�gu-
ration executor module, which has the task of recon�guring the service architecture. As depicted
in Figure 36, initially the measurement triggers alarms when detecting degradation. After that,
the diagnoser analyzes the relevant logged QoS parameter values. It prepares a report describing
the system state which is sent to the planner in order to provide healing actions.
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Figure 35: Component diagram of the QoS-Diagnosis and QoS-Repair Planner module
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GetQoSValues2:

QoSValues3:

Figure 36: Sequence diagram for interactions of the Diagnosis and Repair Planner module

3.2.7 QoS SH-mechanisms execution

The QoS-Recon�guration Executor (ReconfExec) module is incharge of: 1) offering Virtual
Web service interface and executing the effective Web service, 2) enforcing recon�guration fol-
lowing the plan generated by the repair planner module. The Virtual Web service is a dummy
service that displays the interface of the effective Web service provider. From the requester point
of view, requests are sent to the virtual service. Routing these requests to the effective provider
is achieved by the Dynamic Connector.

The Dynamic Connector intercepts requests addressed to theVirtual Web service and dupli-
cates parameters for the effective Web service. Also, it intercepts response and substitutes the
Virtual Web service response values by the effective Web service response values.

To execute a recon�guration repair action, the ConnectorGenerator (see Figure 37) generates
a new connector in order to bind requests to another selectedWeb service provider. The new
generated connector is deployed by the DeploymentManager component which connects to the
server container manager and reloads the new Java class implementing the connector. After
achieving this task, the requester requests are rerouted tothe new selected Web service.
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Figure 37: Component diagram of the Recon�guration Executor module
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Figure 38: Component diagram of the ConnectorGenerator module

Figure 38 shows the internal architecture of the ConnectorGenerator component. This com-
ponent, 1) receives the repair plan for the repair planner module, 2) generates on-the-�y the
stub of the selected effective Web service using RuntimeWSDLCompiler , 3) generates auto-
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matically the connector code and compiles it using RuntimeJavaCompiler8, and 4) redeploys the
new connector using the DeploymentManager9.

g

: ReconfExec

 : DeploymentManager

 : ConnectorGenerator

 : Dynamic Connector

 : ReqSideMon

 : Log

 : Virtual WS

 : ProvSideMon : Requester

 : Measurement  : Diagnoser

 : Provider

 : RepPlanner
The Dynamic Connector w ill use new  
provider in the next invocation

2.3.1: PutQoSValues

1.4: WS Request

2.1: Dummy Response

2.4.2: GetQoSValues

1.2: WS Request

2.3: WS Response

2.1: WS Response

1.4: WS Request

1.1: WS Request

2.3.1: WS Response

1.3: WS Request2.2: WS Response

2.4.1: Alarms

2.3.2: Notify2.4: GetQoSValues

2.4.4: Plan

2.4.5: Generate 
New  Connector

2.4.3: Diagnostic

2.2.6: Redeploy

Figure 39: Communication diagram involving the componentsof the module of recon�guration
executor

Figure 39 presents the communication diagram, for the wholesystem, illustrating the inter-
actions inside the recon�guration executor (the part inside the dashed box) after detecting a QoS
degradation and performing the associated diagnosis. Thisdiagram constitutes the integration,
highlighting the interactions, of the different components, presented previously: Monitoring
(Section 3.2.4), Measurement (Section 3.2.5), Diagnosis and Repair Planner (Section 3.2.6),
and Recon�guration Executor (Section 3.2.7).

The QoS diagnois and Repair are obvious in this case. The single involved web service is
substituted.

3.2.8 Service selection

In case of repair plan that requires a Web service substitution for recon�guring the service, a new
concrete Web service is selected among all the available Webservices that: (i) offers the same
functionalities of the substituted one, and (ii) offers a quality of service compliant with the user
requirements. The WSSelector (see Figure 40) achieves thisgoal considering the description of
the failed Web service as the requirements that the substitute Web service must satisfy.

Using the FindSimilarServiceFunction, all the available Web services are compared to the
failed one to identify which are the Web services compliant with the requirements. The resulting
set of compliant Web services feeds the Ranker that sorts this set on the basis of the closeness be-
tween the admissible values for the quality provided and thequality requested. At the same time,

8This implemented module allows compiling WSDL �les at runtime (to generate stub) based on provided func-
tionalities of Axis APIs.

9This implemented module allows compiling Java Classes at runtime based on provided functionalities of Java
APIs.
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the scoring process exploits also the information about QoSdimensions prioritiesw included in
our requirement model.

In more detail, FindSimilarServiceFunction receives as input the WSDL of the failed Web
service that represents the service request and the WSDL of aWeb service that has to be com-
pared to. Along with the WSDL, the FindSimilarServiceFunction also receives the two WS-
Policy documents expressing the required quality and the offered quality.

The WSDLSimilarityEngine states if two Web services are similar comparing their inter-
faces as described in the related WSDL. Functional matchmaking compares the names of the
operations, and their parameters, as well as the number of offered operations w.r.t. to the num-
ber of required operations. The evaluation of similarity among names relies on the relationships
of the names in a reference ontology [Plebani and Pernici, 2007]. The approach is also work-
ing in case the Web services are described using SAWSDL (Semantic Annotated WSDL), an
enhanced version of WSDL where operations and parameters can be annotated using concepts
included in a reference ontology. In this case, instead of comparing the operation names, the
matchmaking algorithm analyzes the relationship of the annotations in the ontology. The simi-
larity evaluation between two annotations depends on the nature of the annotations that could be
classes or properties. In case both annotations are classesor both annotations are properties, to
compute the similarity between the two annotations we take into account the subsumption path
which connects them. In case one of the annotations is a classand the other one is a property,
we �rst verify that the domain of the property corresponds tothe class. If so, the similarity is
inversely proportional to the number of properties de�ningthe class.

Finally, the WSQCoreAnalyzer states if the quality offeredby a Web service satis�es the
requirements expressed by another one. The quality is expressed according to the model intro-
duced in Section 3.1 and the matchmaking approach has been introduced in Section 3.2.2.

Figure 40: Collaboration diagram with the components involved in the service selection.

3.3 From local to global management

In a local scenario, the monitoring of QoS values considers only a pair of provider-requester. In
a global scenario, the monitoring must target global QoS parameters belonging to several pairs
of providers and requesters. Typically, we consider execution time related to a request sent to
two different providers involved in the same orchestrationor choreography.

The diagnosis is more sophisticated in the case of global management. Indeed, it is not lim-
ited to the analysis of interaction between a single pair of requester/provider, but it reasons about
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the interaction of the Web service with multiple other Web services of the global application.
This global view of the system gives us the possibility to identify the source of the degradation,
and to optimize the repair effort by avoiding over-reactions and useless recon�guration actions.
Such a situation occurs for QoS degradation due to delay propagation.

Figure 41 gives an example where the local management involves an inef�cient repair that
global management may resolve. The FoodShop example is concerned with an online Shop that
sells and delivers food and a �rst Web service "warehouse" (WH) that is responsible for stocking
imperishable goods. In case of perishable items, that cannot be stocked, or in case of out-of-stock
items, the WH must interact with the second Web service "supplier" (SUP). Customers interact
with the Shop interface in order to place their orders, pay the bills and receive their goods. In
the following, we focus on the case of an order of cereal (imperishable, directly from WH) and
milk (perishable, from SUP through WH).

As illustrated in Figure 41, the Shop requests cereal and milk from Web service WH, which
prepares the cereal and calls Web service SUP to ask for milk.T execW H represents the ex-
ecution time of the pair shop/WH andT execSUP represents the execution time of WH (as
requester)/SUP.

Shop WH SUP

T
exe

T
e

Cereal & MilkCustomer: order(Cereal & Milk)
Milk

M
a

accep
execti mec

S
U

P

exec
W

H D
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S
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Customer: receive_goods()

ax
ptable
ution

m
e

Figure 41: The global management of interlocked Web services

The current SUP Web service is de�cient. It generates an important delay during the pro-
cessing of each request which exceeds for both,T execW H andT execSUP the max acceptable
values. The two detection chronicles, related toT execW H andT execSUP , trigger alarms. In the
case of local diagnosis, the local diagnoser, related to SUPWeb service, compares the response
time and the communication time with the max acceptable values, and deduces that the problem
comes from the processing level. It generates a plan to substitute SUP by SUP'. Similarly, the
local diagnoser, related to WH, deduces that it is faulty (due to SUP degradation propagation).
It generates a plan to substitute WH by WH'.

As a result, in a local diagnosis context and when we considerseparately WH and SUP,
each local diagnosis leads to the verdict of de�ciency of itsassociated WS:

Local_Diagnosis (W H; def icient ) ) W H QoS degradation
and
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Local_Diagnosis (SUP; def icient ) ) SUP QoS degradation:

The plan generator related to each provider would decide to substitute both services:

Substitute (W H; W H 0) Where WH' is equivalent to WH.
and

Substitute (SUP; SUP0) Where SUP' is equivalent to SUP.

In a global context, the global diagnoser is supposed to be aware of the architectural structure
of the composition. It identi�es that SUP is the source of theQoS degradation, and deduces
that the WH degradation is a propagation problem analysis. It generates a unique plan which
substitutes SUP by SUP'.

As a result, the global diagnosis of WH and SUP produces the following:

Global_Diagnosis (W H; SUP; def icient; def icient )

^ (T execW H � Delay SUP � AvgT execW H + D W H )

) SUP QoS degradation

With WH degradation is due to degradation propagation.

The global plan generator generates the following repair action:

Substitute (SUP; SUP0) Where SUP' is equivalent to SUP.

A formal description of the elements of this chronicle is given in sequel:

� Messages

� messageT execW H V iolation

� messageT execSUP V iolation

� messageT execW H OK

� messageT execSUP OK

� Triggering time condition

� T execW H V iolation : T execW H > AvgT execW H + DW H

� T execSUP V iolation : T execSUP > AvgT execSUP + DSUP

� T execW H OK : T execW H � AvgT execW H + DW H

� T execSUP OK : T execSUP � AvgT execSUP + DSUP

� Events

� Event(T execSUP V iolation , t0)

� Event(T execW H V iolation , t1)

� No Event of type TexecOK between t0 and t1
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� NoEvent(T execW H OK ,(t0,t1))

� NoEvent(T execSUP OK ,(t0,t1))

� Temporal constraints between instants

� t0 < t1

� Be sure that WH Web service is without delay

� T execW H - DelaySUP � (AvgT execW H + DW H )
with DelaySUP = T execSUP - (AvgT execSUP + DSUP )

The different diagnosis situations are detailed in the following:

1- First case: Both services are de�cient. In this case, the global diagnosis is equivalent to
the local diagnosis of WH and SUP. The two services have to be substituted.

Global_Diagnosis (W H; SUP; def icient; def icient )

^ (T execW H � Delay SUP � AvgT execW H + D W H )

� Local_Diagnosis (W H; def icient ) ^ Local_Diagnosis (SUP; def icient )

) Substitute (W H;W H 0)^ Substitute (SUP; SUP0);

2- Second case: Both services look de�cient, but the SUP is the source of degradation, and
the delay engendered by this degradation (DelaySUP ) propagates and affects the WH.
The global diagnosis identi�es the degradation source, andrequests for SUP substitution.

Global_Diagnosis (W H; SUP; def icient; def icient )

^ (T execW H � Delay SUP � AvgT execW H + D W H )

� Local_Diagnosis (SUP; def icient )

) Substitute (SUP; SUP0);

3- Third case: Only the SUP Web service look de�cient, and thehigh speed of WH execution
absorbs the SUP's Delay (DelaySUP ). In this case, the global diagnosis is equivalent to
the local diagnosis of SUP.

Global_Diagnosis (W H; SUP; : def icient; def icient )

� Local_Diagnosis (SUP; def icient )

) Substitute (SUP; SUP0);

4- Fourth case: Only the WH Web service is degraded and the global diagnosis is equivalent
to the local diagnosis of WH.

Global_Diagnosis (W H; SUP; def icient; : def icient )

� Local_Diagnosis (W H; def icient )

) Substitute (W H;W H 0);
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3.4 Prototypes

This section presents the architecture of the prototype andthe assumptions and implementation
details.

3.4.1 QoS-oriented self-healing prototype

This section describes the details of the prototype which implements the QoS-oriented self-
healing architecture presented in section 3.2.3. We illustrate in the following the the functioning
of the prototype in term of interaction between QoS manager components. Then, we present our
implementation choices and the function provided by our prototype.

Figure 42 offers an overview of the whole recon�guration scenario execution. Previously
presented sequence diagrams are merged to show the global interactions between the main com-
ponents of the self-healing architecture. In this scenario, requests are routed to Provider1 which
raises a QoS degradation. After measurement, diagnosis andrepair actions, the architecture is
recon�gured and requests are re-routed to provider2 (the new selected provider).

RepPlannerDiagnoserMeasurement Deployment
Manager

ProvSideMonReqSideMon Connector
    Generator

Dynamic 
Connector

Requester Virtual WS Provider2Provider1Log

Plan19: 

GetQoSValues16: 

Diagnostic18: 
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Redeploy21: 

WS Response9: 

WS Request3: 

WS Request24: 

WS Response30: 

WS Request2: 

WS Response10: 

PutQoSValues11: 

WS Request23: 

WS Response31: 

New  Connector20: 

WS Request4: 

WS Request5: 
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WS Request25: 
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WS Response29: 

WS Request1: 

WS Request22: 

Dummy Response6: 

Dummy Response27: 
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Notify12: 

QoSValues14: 

QoSValues17: 

Figure 42: Sequence diagram in repair situations involvingmonitoring, measurement, diagnosis
and repair execution tasks

The internal architecture of the monitoring module is implemented as two monitors and a
database accessible through a Web service. Monitors are implemented as handlers of the Web
service container, and the database using MySql. The measurement module is implemented
as a single Web service, which receives noti�cation from thelogger and sends alarms to the
diagnosis module if it detects a QoS degradation. The Diagnosis and repair planner module is
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implemented as two Web services: the �rst for diagnosis and the second for the generation of
recovery plans. The internal architecture of the recon�guration executor module is composed of
two Web services: One for the automated dynamic code generation of the new connector, and
the second for dynamically deploying connectors whose codeis generated on-line to execute
repair plans by rerouting requests to new service providers. The implementation is based on:
Java Re�ection, Java Runtime Compilation, WSDL Runtime Compilation, and XML Parsing.

Version 2 (see Figure 43) of the prototype provides global monitoring of QoS and web
service dependencies.

Figure 43: Global monitoring: current version of the prototype

The left side of the Figure 43 shows the process pro�le of the FoodShop application. Indeed,
each column represents a Web service (as Warehouse), each �lled rectangle is a operation exe-
cution (as localShop), blue �lled rectangles represents synchronous operations while gray �lled
rectangles asynchronous operations, and horizontal linesrepresent remote invocations.

In the right side, the prototype shows the statistic analysis of operations inside a web service
considering the Hidden Markov Model (see section 3.2.5).

3.4.2 Integration and coordination of class-level and instance level self-healing

This part introduces the studied architectural integration of the functional healing prototype (i.e.
functional level monitoring, diagnosis, planning modulesin addition to the SH-BPEL module)
and the QoS manager prototype (interaction-level monitoring, diagnosis, planning and recon�g-
uration). The main goal of this integration is to manage simultaneously functional faults and
QoS-related de�ciencies. We assume, in a �rst time, that QoSmanagement is handled only for
stateless service providers (the considered providers arethe LocalShop, LocalWH, and Local-
Supplier Web services and not the BPEL or SH-BPEL modules). Maintaining a correct state
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execution for the on-going requester-side work�ow is also considered by those integration pro-
posals.

A. Passive integration
A �rst option to achieve integration considers that the two modules (i.e. SH-BPEL and QoS

manager) are connected but do not interact directly by exchanging requests. For such solution
no modi�cation in API and in code is needed neither for the functional self-healing modules nor
for the QoS manager modules.

A.1. Transitory phase managed at the behavioural level (I1): Figure 44
In case of functional faults, the functional healing modules achieve repair at the instance

level by bypassing the QoS manager. This substitution action will not have any bad consequence
on the management of QoS because it only concerns the targeted instance of the work�ow. Other
current and future instances will not be affected by this substitution.

In case of QoS degradation, the QoS Manager starts a recon�guration based on class-level
substitution or duplication. During a transitory phase (redeployment phase), the old provider
is unreachable temporarily. This unavailability may generate functional faults. For this �rst
possible integration architecture, these faults will be managed by the functional level repair, and
handled as a transient loss of connection.

Functional healing 

(including Shop 
executed within SH-

BPEL)

Client 
(Shop Client) 

QoS Manager 

(including its own 
monitoring, diag 
and class-level 
substitution)

LocalShop1
Web Service 

Class-level
substitution 

LocalShop2
Web Service  

Transitory    
LocalShop3 Web 

Service

Instance-level substitution 

Figure 44: Transitory phase managed by functional healing modules

A.2. Transitory phase managed by the QoS manager itself (I2): Figure 45
As for the last section, the two modules are connected without need of active interaction.

The difference in this section is that the QoS Manager manages the transitory phase itself. This
is achieved thanks to a new dynamic connector deployed on theclient side.

If a functional fault is detected, the functional healing modules achieve repair at the instance
level by bypassing the QoS manager as described in the last section.

When the QoS Manager performs a recon�guration, the old service provider is unreachable
temporarily during the transitory phase. Contrarily to theprevious architecture, this problem is
managed thanks to a dynamic connector deployed on the clientside. This connector aims to take
in charge redirection of client requests to a transitory newprovider, until the end of the transitory
phase.

B. Active integration (I3): Figure 46
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Figure 45: Transitory phase managed by QoS manager

For active integration, presented in Figure 46, the two prototypes are connected through ex-
tended interfaces to allow direct and active interaction. They cooperate to exchange information
about current repair plan or to ask for recon�guration.

On the one hand, the QoS Manager asks for instance level recon�guration during transitory
phase. In order to deal with service provider temporary disconnection, the QoS Manager sends
alarms to the functional repair modules. It informs it aboutthis transitory phase in order to
achieve instance level recon�guration and ensure non-stopprocess execution for current running
instances.

On the second hand, the functional level modules ask for class-level repair in case of per-
manent functional fault. It sends recon�guration requeststo the QoS Manager to repair at the
class-level.
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Figure 46: Active integration between QoS Manager and Functional healing modules
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